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negotiate launch prices in the $30,000-$50,000 range for a 
one kilogram CubeSat. 

2   Arctic Sea Ice Buoys 
We have been funded for a cooperative NASA grant with 
the University of Vermont, for a prototype Arctic Sea Ice 
Buoy which will use the same CPU and some of the 
software used in the Cubesat.  We have also submitted a 
second cooperative NASA grant application with the 
University of Vermont, which will fund the construction 
and deployment of ten Arctic Sea Ice Buoys.  These would 
be placed on ice in the Arctic Ocean to monitor wind speed 
and direction, temperature and GPS position of the buoy, 
and relay the data via the Iridium satellite network.  The 
buoys share some of the same characteristics of the 
CubeSat: low power availability, harsh environmental 
conditions and the need to be reliable and autonomous. 

Software for control of the radio, power management, and 
telemetry will be shared from the CubeSat software 
development.  The same necessity for extreme software 
reliability speaks for the use of Ada/SPARK. 

3   Aeronautical Engineering Technology 
Degree Program 
The general design of the CubeSat is being done by 
students in our Aeronautical Engineering Technology 
program.  They take two semesters of Spacecraft 
Technology and a satellite design lab.  In the lab, they look 
at the various satellite systems: command and control 
(CPU), attitude determination and control, 
communications, power and instrumentation.  These 
associate degree students generate general specifications 
for the satellite, but the implementation will be done by 
bachelor students in our Electro-Mechanical, Computer 
Tech and Software Engineering programs during their 
senior projects. 

4   Our CubeSat Project 
With the somewhat limited personnel resources of a small 
college (Vermont Tech has about 1,500 students), we have 
chosen to use as much off-the-shelf technology in our 
spacecraft as possible.  We have started with a CubeSat kit 
(http://www.CubeSatkit.com) which supplies the hardware 
chassis (flight module), the CPU board, real time operating 
system (Salvo), a number of software components, and a 
development board. 

We are purchasing our electrical power system, which 
provides batteries, charging controller, and telemetry data 
from Clyde Space (http://www.clyde-space.com).  The 
photovoltaic cells are TASC cells from Spectrolab 
(http://www.spectrolab.com).  We will be fabricating our 
own PC boards for mounting the cells.  These boards will 
also make up the outer shell of the satellite. 

The spacecraft’s attitude will be determined by a three-axis 
magnetometer to measure the direction of the earth’s 
magnetic field, and a sun sensor to determine the direction 
of the sun.  These two pieces of information, with a lot of 
computation, will enable the satellite to determine where it 

is pointing.  To change its orientation, three mutually 
perpendicular torque coils will lie under the faces of the 
satellite, and computer controlled currents can be sent to 
any of them to create a torque against the Earth’s magnetic 
field, and thus rotate the satellite to the desired orientation.  
Although there is an off-the-shelf attitude determination 
and control system similar to what we want, it is much 
more complex (containing three torque wheels), adds a 
second ten-centimeter module, increasing the launch costs 
by $30,000-$50,000, and costs $55,000 itself. 

For the communication system, we will use the Microhard 
2.4GHZ spread spectrum modem, and possibly a second 
radio beacon in the 440 MHz amateur radio band.  Students 
will build a tracking dish antenna of three to eight meters, 
and a tracking dual yagi antenna for 440 MHz.  Our ground 
station will become part of the GENSO (http://genso.org) 
network when it becomes operational in the fall of 2008.   

The final instrument payload is yet to be determined, but 
will most likely include a camera for photographing the 
earth from space.  Other instruments may be included, and 
all will have to be controlled, and data collected by the 
CPU. 

 
Figure 2   CubeSat kit 

5   MSP430 CPU Description 
The Texas Instruments (http://focus.ti.com) MSP430 series 
of micro controllers are the lowest power micro 
controller/processors available.  This makes them an 
excellent choice in an application where power is limited.  
They also contain a variety of peripherals on the chip, 
which also saves on complexity and power.  The 
peripherals vary with the specific chip, but we are looking 
at a final choice of the MSP430F2618 which has 116 kb of 
flash, 8 kb of RAM, 12 bit SAR analog to digital converter, 
2 12 bit digital to analog converters, analog comparator, 
DMA,  Hardware Multiplier, 2 USCI interfaces.  The CPU 
board can also take SD flash memory cards of up to 2 GB.  
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It uses 2 µA in low-power mode, and about 500 µA at full 
speed.  It can go from low-power mode to full speed in one 
microsecond.  There is no Ada compiler for the MSP430. 

6   Why use Ada 
Although the CubeSat is not a safety-critical system, the 
software is mission critical.  The small size of the CubeSat 
precludes uploading software patches as is sometimes done 
with NASA satellites and space probes.  The cost of 
developing the CubeSat will be in the $30,000-$50,000 
range, and the launch costs also in the $30,000-$50,000 
range, so a non functional satellite because of a software 
error would result in a $60,000-$100,000 loss.  Most of the 
CubeSats launched to date have been programmed in C, 
and admittedly most have generally worked. 

Despite the general success of CubeSats programmed in C, 
Ada offers a number of advantages.  Many large projects 
programmed in Ada have shown considerable reductions in 
error rates compared to C.  In addition, finding and fixing 
the errors that do occur takes much less time.  With the 
small size of our school, and thus fewer people resources 
for the project, efficiencies of this type are very important.  
In addition, having students involved in both the hardware 
and software for the project and using a language that 
makes use of the best of software engineering features has a 
great pedagogical advantage.  This project is a real-
embedded system that must have very high-integrity 
software.  Ada fits the bill for high-integrity software that is 
efficient to write and debug. 

7   Ada and SPARK 
The availability of SPARK makes possible a further 
increase in the integrity of the code over Ada alone.  
SPARK annotations allow the specification of the program, 
as expressed in the annotations, to be used by the SPARK 
toolset to check the code’s compliance with the 
specification.  Although this project is rather small 
compared to the projects that SPARK is normally used on, 
the fact that there is only one chance to get the deployed 
software right, and the high cost of failure in dollars and 
time, make it a good choice to help ensure the success of 
our project. 

A second benefit of using SPARK is that this is an 
opportunity for some of our Software Engineering majors 
to work on a high-integrity real world project.  This is a 
type of project not often done in an academic environment.  
SPARK allows the students to get experience with a 
particularly powerful method of achieving high-integrity 
software. 

In the CubeSat, there is the need for real-time 
programming.  There are interactions with the power 
system, the attitude determination and control system, the 
communications system, the navigation system and the 
camera and other instrumentation.  The availability of 
RavenSPARK, the SPARK subset of the Ada Ravenscar 
Profile, will allow us to use SPARK to keep the real-time 
programming also very high-integrity.  Thus the students 

will have a valuable experience in writing robust and clear 
software, that otherwise would not be available to them. 

SPARK, being a subset of Ada, requires an Ada compiler. 
The only problem is that there is no Ada compiler for the 
processor we want to use. 

8   AdaMagic 
A solution to the compiler problem for this project required 
an unusual process.  In talking with Tucker Taft of 
SofCheck (http://www.sofcheck.com) at Ada Europe 2005, 
I learned about their AdaMagic compiler which produced 
ANSI C code as the intermediate language.  This opened 
the interesting possibility of using an existing ANSI C 
compiler as the “back end” for the AdaMagic compiler.  
This is the route we have chosen, so we can develop 
software for our CubeSat in Ada/SPARK for high-integrity, 
check it with the Ada and SPARK toolsets, run it through 
AdaMagic, and then compile the resulting ANSI C version 
with our C compiler for the MSP430. 

9   Crossworks C Compiler and the Salvo 
operating system 
We have chosen the Rowley Associates 
(http://www.rowley.co.uk) CrossWorks for MSP430, which 
includes an ANSI C compiler, macro assembler, 
linker/locator, libraries, core simulator, flash downloader, 
JTAG debugger, and an integrated development 
environment, CrossStudio.  This will provide the object 
code for our satellite CPU and download it into the 
processor.  There is also an MSP430 core simulator, so 
code can be checked on the host Windows machine before 
downloading to the MSP430. 

CrossWorks supports the Salvo Real-Time Operating 
System from Pumpkin, Inc. (http://www.pumpkininc.com), 
the manufacturer of the CubeSat kit.  Salvo comes with the 
CubeSat kit, and will be the operating system in the 
satellite.  Several in orbit CubeSats are running on Salvo. 

10   GPS, GNAT Pro and SPARK 
The development process is greatly facilitated by the 
inclusion of a set of Python scripts with the GNAT 
Programming Studio that allow invocation of the various 
command line tools in the SPARK toolset from within 
GPS.  Having first used the SPARK toolset by invoking it 
from the command prompt window, this facility is 
extremely useful.  One can now remain in the GPS 
development environment when using the SPARK tools. 

11   Python Scripts for AdaMagic in GPS 
At the moment, we are invoking AdaMagic from the 
command prompt window, as we used to do with SPARK.  
In our programming languages course, the students study 
both Ada and Python.  In the coming semester, they will be 
assigned a Python project to create the necessary Python 
scripts to invoke the AdaMagic front end from within GPS.  
This will allow the programmer to remain in the GNAT 
Programming Studio environment for the entire 
development process for a much nicer overall process. 
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Figure 3   Software development process 

 

12   Software workflow 
Alongside is a diagram of the software development 
workflow with our various software tools.  This shows the 
original development in GPS, use of the SPARK tools, 
compilation in GPS with GNAT, compilation again with 
AdaMagic with the production of ANSI C code and cross 
compiling with Crossworks for the production of the 
MSP430 object code. 
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Ada Gems 
The following contributions are taken from the AdaCore Gem of the Week series. The full collection of gems, discussion and 
related files, can be found at http://www.adacore.com/category/developers-center/gems/. 

 

Ada Gem #27 — Changing Data 
Representation (Part 1, Automatic 
Representation Changes) 
Robert Dewar, AdaCore 
Date: 3 March 2008 
 
Let’s get started… 
A powerful feature of Ada is the ability to specify the exact 
data layout. This is particularly important when you have an 
external device or program that requires a very specific format. 
Some examples are: 

   type Com_Packet is record 
      Key : Boolean; 
      Id  : Character; 
      Val : Integer range 100 .. 227; 
   end record; 
 
   for Com_Packet use record 
      Key at 0 range 0 .. 0; 
      Id  at 0 range 1 .. 8; 
      Val at 0 range 9 .. 15; 
   end record; 

which lays out the fields of a record, and in the case of Val, 
forces a biased representation in which all zero bits represents 
100. Another example is: 

   type Val is (A,B,C,D,E,F,G,H); 
   type Arr is array (1 .. 16) of Val; 
   for Arr’Component_Size use 3; 

which forces the components to take only 3 bits, crossing byte 
boundaries as needed. A final example is:  

   type Status is (Off, On, Unknown); 
   for Status use (Off => 2#001#, On => 2#010#,  
                            Unknown => 2#100#); 

which allows specified values for an enumeration type, instead 
of the efficient default values of 0,1,2.  
In all these cases, we might use these representation clauses to 
match external specifications, which can be very useful. The 
disadvantage of such layouts is that they are inefficient, and 
accessing individual components, or in the case of the 
enumeration type, looping through the values, can increase 
space and time requirements for the program code. 
One approach that is often effective is to read or write the data 
in question in this specified form, but internally in the program 
represent the data in the normal default layout, allowing 
efficient access, and do all internal computations with this 
more efficient form. 
To follow this approach, you will need to convert between the 
efficient format and the specified format. Ada provides a very 

convenient method for doing this, as described in RM 13.6 
“Change of Representation”. 
The idea is to use type derivation, where one type has the 
specified format and the other has the normal default format. 
For instance for the array case above, we would write: 

   type Val is (A,B,C,D,E,F,G,H); 
   type Arr is array (1 .. 16) of Val; 
 
   type External_Arr is new Arr; 
   for External_Arr’Component_Size use 3; 

Now we read and write the data using the External_Arr type. 
When we want to convert to the efficient form, Arr, we simply 
use a type conversion. 

    Input_Data  : External_Arr; 
    Work_Data   : Arr; 
    Output_Data : External_Arr; 
 
    (read data into Input_Data) 
 
    - -  Now convert to internal form 
    Work_Data := Arr (Input_Data); 
 
    (computations using efficient Work_Data form) 
 
    - -  Convert back to external form 
    Output_Data := External_Arr (Work_Data); 

Using this approach, the quite complex task of copying all the 
data of the array from one form to another, with all the 
necessary masking and shift operations, is completely 
automatic. 
Similar code can be used in the record and enumeration type 
cases. It is even possible to specify two different 
representations for the two types, and convert from one form 
to the other, as in: 

   type Status_In is (Off, On, Unknown); 
   type Status_Out is new Status_In; 
 
   for Status_In use (Off => 2#001#, On => 2#010#,  
                                  Unknown => 2#100#); 
   for Status_Out use (Off => 103, On => 1045,  
                                     Unknown => 7700); 

There are two restrictions that must be kept in mind when 
using this feature. First, you have to use a derived type. You 
can’t put representation clauses on subtypes, which means that 
the conversion must always be explicit. Second, there is a rule 
RM 13.1(10) that restricts the placement of interesting 
representation clauses: 

10 For an untagged derived type, no type-related 
representation items are allowed if the parent type is a by-
reference type, or has any user-defined primitive 
subprograms. 
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All the representation clauses that are interesting from the 
point of view of change of representation are “type related”, so 
for example, the following sequence would be illegal: 

   type Val is (A,B,C,D,E,F,G,H); 
   type Arr is array (1 .. 16) of Val; 
 
   procedure Rearrange (Arg : in out Arr); 
 
   type External_Arr is new Arr; 
   for External_Arr’Component_Size use 3; 

Why these restrictions? Well the answer is a little complex, 
and has to do with efficiency considerations, which we will 
address in next week’s GEM.  

Ada Gem #28 — Changing Data 
Representation (Part 2, Efficiency 
Considerations) 
Robert Dewar, AdaCore 
Date: 17 March 2008 
 
Let’s get started… 
Last week, we discussed the use of derived types and 
representation clauses to achieve automatic change of 
representation. More accurately, this feature is not completely 
automatic, since it requires you to write an explicit conversion. 
In fact there is a principle behind the design here which says 
that a change of representation should never occur implicitly 
behind the back of the programmer without such an explicit 
request by means of a type conversion. 
The reason for that is that the change of representation 
operation can be very expensive, since in general it can require 
component by component copying, changing the 
representation on each comoponent. 
Let’s have a look at the -gnatG expanded code to see what is 
hidden under the covers here. For example, the conversion  
Arr (Input_Data) from last week’s example generates the 
following expanded code: 

   B26b : declare 
      [subtype p__TarrD1 is integer range 1 .. 16] 
      R25b : p__TarrD1 := 1; 
   begin 
      for L24b in 1 .. 16 loop 
         [subtype p__arr___XP3 is 
           system__unsigned_types__long_long_unsigned  
                        range 0 .. 16#FFFF_FFFF_FFFF#] 
         work_data := p__arr___XP3!((work_data and not  
                               shift_left!( 16#7#, 3 * (integer(L24b –  
                               1)))) or shift_left!(p__arr___XP3! 
                               (input_data (R25b)), 3 * (integer(L24b –  
                               1)))); 
         R25b := p__TarrD1’succ(R25b); 
      end loop; 
   end B26b; 

That’s pretty horrible! In fact one of the Ada experts here 
thought that it was too gruesome and suggested simplifying it 
for this gem, but we have left it in its original form, so that you 
can see why it is nice to let the compiler generate all this stuff 
so you don’t have to worry about it yourself. 

Given that the conversion can be pretty inefficient, you don’t 
want to convert backwards and forwards more than you have 
to, and the whole approach is only worth while if will be doing 
extensive computations involving the value. 
The expense of the conversion explains two aspects of this 
feature that are not obvious. First, why do we require derived 
types instead of just allowing subtypes to have different 
representations, avoiding the need for an explicit conversion? 
The answer is precisely that the conversions are expensive, 
and you don’t want them happening behind your back. So if 
you write the explicit conversion, you get all the 
gobbledygook listed above, but you can be sure that this never 
happens unless you explicitly ask for it. 
This also explains the restriction we mentioned in last week’s 
gem from RM 13.1(10): 

10 For an untagged derived type, no type-related 
representation items are allowed if the parent type is a by-
reference type, or has any user-defined primitive 
subprograms. 

It turns out this restriction is all about avoiding implicit 
changes of representation. Let’s have a look at how type 
derivation works when there are primitive subprograms 
defined at the point of derivation. Connsider this example: 

  type My_Int_1 is range 1 .. 10; 
 
  function Odd (Arg : My_Int_1) return Boolean; 
 
  type My_Int_2 is new My_Int_1; 

Now when we do the type derivation, we inherit the function 
Odd for My_Int_2. But where does this function come from? 
We haven’t written it explicitly, so the compiler somehow 
materializes this new implicit function. How does it do that? 
We might think that a complete new function is created 
including a body in which My_Int_2 replaces My_Int_1, but 
that would be impractical and expensive. The actual 
mechanism avoids the need to do this by use of implicit type 
conversions. Suppose after the above declarations, we write: 

  Var : My_Int_2; 
  ... 
  if Odd (Var) then 
     … 

The compiler translates this as: 

  Var : My_Int_2; 
  ... 
  if Odd (My_Int_1 (Var)) then 
     … 

This implicit conversion is a nice trick, it means that we can 
get the effect of inheriting a new operation without actually 
having to create it. Furthermore, in a case like this, the type 
conversion generates no code, since My_Int_1 and My_Int_2 
have the same representation. 
But the whole point is that they might not have the same 
representation if one of them had a rep clause that made the 
representations different, and in this case the implicit 
conversion inserted by the compiler could be expensive, 
perhaps generating the junk we quoted above for the Arr case. 
Since we never want that to happen implicitly, there is a rule 
to prevent it. 
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The business of forbidding by-reference types (which includes 
all tagged types) is also driven by this consideration. If the 
representations are the same, it is fine to pass by reference, 
even in the presence of the conversion, but if there was a 
change of representation, it would force a copy, which would 
violate the by-reference requirement. 

So to summarize these two gems, on the one hand Ada gives 
you a very convenient way to trigger these complex 
conversions between different representations. On the other 
hand, Ada guarantees that you never get these potentially 
expensive conversions happening unless you explicitly ask for 
them. 
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